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Chapter 1. User Requirements and Relational Databases
Introduction
This book is dedicated to the physical design and implementation of relational databases which are the two
phases in the building of databases that do not get enough attention in most of the textbooks on database
design and management. The physical design and implementation phases involve the Database Management
System (DBMS), and our goal is to demonstrate how to combine data design and functionality of the DBMS
to achieve the most effective database and database applications.
The first two steps in database design – conceptual and logical – are aimed at correctly modeling the users’
information needs and do not address the issues of the actual utilization of data, such as where data will be
stored, how data storage will be organized, whether the future database will allow for concurrent access of
multiple users, and similar considerations. The physical design and implementation of the database is more
application-oriented and is concerned with producing successful and efficient data usage in the designed
structure.
The methodology of designing relational databases (building the relational model of data) is relatively
straightforward and is described in numerous database books: [Connolly 2010], [Jukić], [Kifer], [Mannino],
[Silberschatz]. However, getting from the relational data model to the physical model for a particular DBMS
and implementing the database is less direct and often require trying different approaches.
For practically any given business requirement described by the future users of a database, an experienced
database designer can build the relational data model that takes into account the most important requirements
regarding the data contents without sacrificing any of the requirements for the sake of others. The creation of
the physical model of the database and the model’s subsequent implementation, on the other hand, are much
less straightforward processes. The user requirements that the database developers have to deal with often
conflict with each other – support of some requirements may make it difficult or impossible to support others.
Furthermore, the support of a new requirement may jeopardize the already successfully implemented ones. In
addition, when performing the physical design and implementation of the database, professionals are dependent
on the chosen hardware, software and the specific DBMS. They have to know about these products’ capabilities
on the one hand, and their limitations on the other.
It is difficult, therefore, to talk about the methodology for the physical design and implementation of relational
databases. It is more appropriate to try to define the goals of the physical modeling and implementation of the
database, to suggest various solutions for the support of particular user requirements with the help of the
DBMS, and to describe the possible impact of these solutions on other requirements and the database as a
whole. The scheme for decision making about the physical design and implementation of a database is shown
in Figure 1.
This chapter gives an overview of the entire process of database design and implementation. The database is
supposed to support information needs of its potential users. That is why it is important to understand how
different user needs and requirements are realized by our decisions. The better the model reflects the users’
needs and the better the database satisfies users, the more effectively it will be utilized and maintained.
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Figure 1. Decision making about physical design and implementation.

The Database Life Cycle
The database project, as any other information system (IS) project, goes through the following steps known
as the life cycle of the IS:
1. Initiation and Planning
2. Analysis
3. Design
 Conceptual
 Logical
 Physical
4. Implementation
5. Maintenance.
The project is initiated in response to particular needs of a group of people who are called users (potential) of
the future system. The users express their needs in different ways, e.g. they may say “We want the database to
support data about employees of our company.” Descriptions of users’ needs are called user requirements or
business rules.
The generic user requirements (what every user expects from the database regardless of its specific purpose)
can be defined as:






Support of all necessary data
Maintenance of data consistency in accordance with the business rules
Acceptable performance (user defined) for database applications and requests
Availability of data manipulations to authorized users
Reliability and ability to recover from various failures.

It is also very important that the support of the database be as easy as possible.
These generic requirements define properties by which users decide how good the database is:






Completeness of data
Consistency of data
Performance
Security
Reliability



Ease of use and maintenance.

The life of the information system is said to be a cycle because at any moment user requirements may change,
and therefore the system has to be modified. Depending on the nature of the change, the modification of the
system and resultant changes to the database may happen at any step of the life cycle. For example:






Implementation. Users may want faster execution of some applications, and the designer would then have to
add several indices to enhance the performance of these applications.
Physical design. If indices from the previous step do not resolve the performance issue, then the designer
may consider reorganizing the data storage.
Logical design. If neither indices, nor reorganizing the data storage improve performance to the required level, then
the redesign of the database may be required, e.g. performing denormalization of the data model.
Conceptual design. Users may decide to expand the database application’s functionality and require that
additional data be placed in the database leading to redesigning of the database.
Initiation. Reorganization of the enterprise’s IS may necessitate reinitiating the whole project.

Though traditionally the term cycle is used to describe the life of the system, in the case of the development of
the database it is more like a spiral development: the system goes through the same steps, but each turn leads
to a higher level of development (“higher” level means that the results of the steps of the previous spiral turn
are used with some changes or additions). Of course, changes on a particular step may affect all the subsequent
steps of the system’s life cycle.
Figure 2 shows the finished first cycle of the database development, and changes in the requirements that cause
the redesign of the database and take the project to the second turn of the life spiral. The conceptual, logical,
and physical designs of the database are affected, as well as the implementation and maintenance.
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Figure 2. Life spiral of a database.

This book concentrates on the physical design and implementation of relational databases. The discussion
assumes that the relational data model appropriately reflects the user requirements. The conceptual and logical
(relational) data design steps are covered in numerous database books, e.g. [Connolly 2010], [Jukić], [Kifer],

[Mannino],[ Silberschatz] and are briefly reviewed in this chapter.
We also want to discuss terms such as “design of data” and “design of the database” that are often used
interchangeably. From the point of view of this book, the conceptual and logical (relational) design steps deal
with the data and its design. The resulting design is reflected in the relational data model. The following step,
physical design, continues to develop the data model and enriches it with physical features. This step, however,
involves the DBMS and the database – data design evolves into database design. The database is much more than just
the data. It includes a collection of objects, routines, and settings that support the data and data maintenance,
and it implements some user requirements, e.g. data security, that go beyond the data model. The physical
design and implementation of the database are tightly related, and the implementation of the database involves
the design of indices, security measures, and reliability support. Figure 3 shows how the conceptual and logical
design supports different generic requirements of the physical design and implementation. The database
professional defines the completeness of the data during the initial steps of the conceptual design. Data
consistency and ease of use result from following the design methodology in the conceptual and logical design.
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Figure 3. Design and implementation: steps, results and involved parties.

Other requirements (security, performance, reliability, ease of use) are supported in the physical data model and
implemented in the database through the utilization of features of the DBMS.
However, the conceptual and logical data design also play a role in the successful realization of some of these
requirements. For example, if a conceptual data model is built without understanding how the data will be used
and maintained, then during the physical design and implementation steps, database professionals cannot
compensate for the flaws in the data model and cannot achieve the desired performance levels and ease of use.

System Analysis and User Requirements
The design, implementation, and maintenance of the database are provided by the database specialists:
designers, developers and programmers. They base all their decisions on the requirements of the potential users
of the database. Obviously, requirements like the one mentioned above – “We want the database to support
data about employees of our company” – are not useful for the design and implementation of the database.
There are different methodologies and techniques for gathering and preparing user requirements [Whitten].
Requirements are collected, systematized and formulated by groups of analysts in the initial phases of a database
project: initiation, planning, and analysis.

Database specialists use the requirements developed by the analysts and apply them for the design and
implementation of the database. The specialists must understand the nature of the requirements, know which
of them have to be considered at the design and implementation steps and decide how to support the
requirements.
As an example, consider these business rules, which are relevant for the database about employees:
1. Data about each employee must be kept in the database for three years after the employee stops working
for the company.
2. The company has several thousand employees.
3. It is expected that the number of employees will increase by 3% each year.
4. Users of the Payroll department cannot see some personal information of employees.
5. Users of the Personnel department cannot see the financial information of employees.
6. For each employee, it is necessary to store the employee’s company identification number, name, and title.
7. The identification number of an employee is unique.
8. Each employee is assigned to a department.
9. The database has to store a department’s code and location; each department has a unique code.
10. Retrieval of data about a particular employee should not take more than 5 seconds.
11. Data about employees have to be available from 9 a.m. to 6 p.m. every weekday.
12. Approximately one hundred users should be able to access and process data simultaneously.
13. Each employee has another employee as a manager; an employee can manage multiple employees.
These rules specify the generic user requirements:






Completeness of data (6, 8 and 9, 13)
Integrity of data (7)
Performance (10, 12)
Security (4 and 5)
Reliability and availability (11).

Requirements 1, 2, and 3 additionally define the expected size of the database and data management policies.
The completeness of data requirements and some of the consistency requirements are implemented in the
conceptual data model. The logical model (in our case, it is the relational model) is the result of mapping of the
conceptual model on the set of relations. The logical model merely reflects the particular data structure (in our
case, relations) of the requirements presented in the conceptual model (some of the consistency requirements
may even be lost, e.g. whether a relationship is mandatory or optional). During the physical data design, data
types and additional constraints supported by the DBMS enhance data consistency and define to a large extent
the performance of database applications, the reliability, the ease of use and the ease of maintenance
requirements of the database. The implementation of the database finalizes the realization of the complicated
consistency requirements with the help of triggers1, improves the performance through indices2, establishes
security policies and defines the reliability of the database.
The conceptual design, therefore, lays the foundation for the successful fulfillment of the database’s goals, while
1

Triggers are special database procedures defined on events (INSERT, DELETE, UPDATE) on a table. Every time the
event defined in the trigger occurs, the trigger is initiated and executed.
2

An index is a data structure used to determine the location of rows in a table that satisfy a certain condition.

the physical design and implementation are supposed to realize the potential of the conceptual model and
guarantee the required properties of the database with the help of the DBMS.

Goals of Database Design and Implementation
The ultimate goal of database design and implementation is a database on which all or the most important user
requirements are supported. Realistically, some requirements may be sacrificed to lower the cost, to provide
ease of implementation and maintenance, or to support more important requirements (if support of all of them
is difficult). From the initial steps of the database project, database professionals have to compromise between:
cost vs. a particular feature of the database, one requirement vs. another, a particular feature of the database vs.
simplicity of implementation and support. For example, indices can be created to improve the performance of
particular data retrieval requests knowing that these indices may worsen the performance of modifying queries.
Not only do user requirements have to be supported, but their support has to be performed in the easiest and
most natural way for the chosen tools. For example, referential integrity in relational databases has to be
implemented with the help of foreign key constraints, and not with the help of triggers. Triggers require
programming, decrease performance, and do not guarantee reliable support of referential integrity. For the
above data requirements about employees and departments, it is desirable to have not a single relation but two
separate normalized1 relations, because this will allow for easy data support without various modification
anomalies.
In addition, the support of requirements has to be reliable and independent of particular states of a database.
For example, for the above mentioned situation with the foreign key constraint implementation with the help
of triggers, referential integrity may be violated by concurrent transactions (explained in Chapter 6 on
transaction management).

User Requirements and the Conceptual Data Model
The discussion of the employees’ database continues. The design of the database starts with the conceptual
modeling, which is the first formalization of user requirements related to data and is aimed to reflect the
necessary data and relationships between the data. The most popular tools for conceptual modeling are the
Entity-Relationship Diagram (ERD) and Unified Modeling Language (UML). Further discussion in this book
is based on the ERD. Detailed coverage of ERD and conceptual design can be found in most of the books on
database concepts, e.g. [Jukić].
On the ERD, designers show entities of the business, the required data for each entity and relationships between
entities. Analyzing the requirements of the employees database case, the designer can decide on two entities:
Employee and Department. Employee has id, name, and title as attributes, and Department has code and
location as attributes. Id and code are the identifiers of the entities Employee and Department, respectively.
Figure 4 shows these entities and the binary one-to-many relationship Assigned between them – an employee
is assigned to one department and in one department there can be more than one employee. With the help of
another relationship – unary one-to-many Manage – an additional requirement is shown, stating that some of
the employees are managers: each employee has one manager and a manager can supervise more than one
employee.
The conceptual model of data is very general; it does not show the structure of the data in the future database
1

Normalization is the process of decomposing relations with anomalies to produce smaller, well-structured
relations.

(e.g. records, or objects, or hierarchies), nor does it describe the physical features of the data (where or how
data are stored), nor does it mention what are possible values of attributes.

Figure 4. Entity-Relationship Diagram (ERD).

The Expressive Capabilities of the Conceptual Model
The conceptual model of data is a formalization of specific business rules. There are data requirements that
cannot be expressed in ERD – for example, we can have a rule that an employee cannot manage more than
three employees. Some textbooks suggest enhanced ERD (EERD) with special elements to express such
requirements. However, as it is shown later in this chapter, these enhancements are modeled partially or cannot
be modeled at all in the relational data model. The expressive possibilities of the basic ERD comply with the
needs of conceptual design on the one hand, and the possibilities of the relational data model on the other.
Complicated requirements not directly reflected in the relational data model are implemented in the physical data
model or in the database with the help of the special tools of the DBMS.
Conceptual modeling is aimed at giving a special formulation of those user requirements that describe data and
relationships between data. The realization of the data model and requirements that go beyond data model (e.g.,
security, performance) takes place in the database implementation and is affected by the capabilities of the
DBMS.

User Requirements and the Relational Model
The logical data model is a representation of the conceptual model within a particular data structure; this
presentation is obtained with the help of specific rules. In the relational model, data is structured in relations.

Mapping the Conceptual Model into the Relational Model
The ERD with the requirements reflected in it is mapped into the relational model of the database, where
entities and relationships with their attributes are presented as relations. The relationships of the ERD are
translated into the foreign keys of the relational model. The relational model accommodates most of the
conceptual requirements.
Consider the relational model for the ERD of Figure 4.
Each of the entities of the ERD creates a separate relation, in which the identifier of an entity becomes the

primary key of the respective relation (in relations in this book, primary keys are underlined):
Department(code, location)
Employee(ID, name, title)

The one-to-many relationship Assigned is mapped in the relation Employee with the help of the attribute code
of the relation Department; the attribute code is defined as the foreign key to the relation Department (foreign
keys are shown in italic):
Employee(ID, name, title, code)

Similarly, the one-to-many relationship Manages is mapped in the relation Employee, the attribute ID_Manager
is the foreign key to the relation Employee itself:
Employee(ID, name, title, code, ID_Manager)

The final relational model is presented with the following two relations:
Department(code, location)
Employee(ID, name, title, code, ID_Manager)

The Expressive Capabilities of the Relational Model
The relational model defines the data structure, i.e. relations, for the conceptual data model. Therefore, the
relations of the relational model with their primary and foreign key constraints represent the basic structural
and some of the action business rules that are implemented within the conceptual model. Building the relational
model is performed as a mapping of the conceptual model into relations using specific rules.
The relational model cannot reflect the minimum and maximum cardinalities of relationships of the ERD, nor
the various extensions offered in the enhanced ERD, like the limitation on the number of managed employees.

Necessity of Following the Database Design Steps
Database professionals have to remember that it is necessary to follow the design steps. In many cases, there
are numerous user requirements that have to be systematized and presented in such a way that allows
construction of the database. Usually, the requirements have to be explained further and clarified by users.
Database professionals then need to discuss their respective understanding of the requirements with their users.
A graphical tool, like the ERD, gives a concise and clear picture of user requirements to database professionals,
and is easily understood by users. Therefore, it is the best way to combine the users’ less systematic and less
formal – but often deep – understanding of requirements with the specific, structured perception of these
requirements needed by database professionals. A discussion of requirements between users and database
professionals using the relational model would be more difficult, if not impossible.
The conceptual model, which deals with the main entities of the business and relationships between the entities,
can easily be mapped into a relational model. However, it is difficult to build a complete and correct relational
model of data directly for a business containing tens or hundreds of business entities that are interrelated. Even
in the discussed oversimplified database example, several versions of the logical model can exist, e.g.:
Employee(ID, name, title, code, location, ID_Manager)

This model is complete and accounts for all the required data. However, this model causes the duplication of
data about departments, which – in addition to the overuse of computer and human resources – is prone to
data inconsistencies and anomalies in update, delete and insert operations.
Though all necessary data can be supported this way, the support is complicated and it is necessary to apply
significant efforts to resolve the above-mentioned issues. Understanding the problems of the relational model,
on the other hand, is not always possible because the relational model is difficult to analyze in terms of
completeness and consistency. Therefore, the established methodology of database design starts with
conceptual design.
The data design is completed on the physical level, where the data structure that correctly and completely
reflects the most important user requirements is enriched with such physical features as the location of data,
the organization of data storage, and other physical features, which define how efficiently the database
application will be able to process data. This step of design is less straightforward, involves many factors and is
performed using various capabilities of the DBMS.

User Requirements and the Database
Functions of the DBMS
Most DBMSs help in maintaining various business rules by providing the following functions. The DBMS will:











Enable users to store, update, and retrieve data
Ensure the correctness of data according to integrity rules
Support the database catalog with descriptions of data items and provide users access to the catalog. The
catalog is a key feature of an American National Standards Institute-Standards Planning and Requirements
Committee (ANSI-SPARC) database architecture; it contains information about all objects of the database
– “data about data” or metadata. The catalog is used by both the DBMS itself and by database professionals
and users
Support query processing and optimization of query execution
Ensure consistency of data under concurrent access to the database
Recover data after failures
Secure access to the database by allowing only authorized users to access data
Support an Application Programming Interface (API) for integration with other software tools
Provide additional utilities for database management.

In addition to these features, a distributed DBMS must provide access to remote sites, allow transfer of data and
queries between sites, and support the main features of the DBMS in the distributed environment.

The Physical Model of Data
The physical model of data is based on the relational model and preserves all business rules contained in the
relational model. The DBMS offers features for support of additional rules, and these features are utilized in
the physical data model and the database.
The physical data model can support some of the rules with the help of data types for attributes. For example,
the data type CHAR(3)for the attribute code of the table Department ensures that the requirement that all
department codes will be alphanumeric and not longer than three symbols will be met. Additional support can
be provided by the CHECK constraint on attributes of a table, e.g. a specific CHECK constraint on the attribute

code can facilitate a requirement related to data integrity of this attribute: that the first symbol of a department
code should be a letter. Some complex attribute-related rules require more sophisticated support with the help
of triggers implemented in the database.
Minimal cardinality of some relationships (one-to-one and one-to-many) can be implemented in the physical
model with the help of another constraint supported by the DBMS – the NOT NULL constraint.
Space requirements for data storage are supported by various physical parameters in table definitions.
Complicated data business rules that cannot be implemented in the physical data model, e.g. minimum
cardinality of many-to-many relationships, maximum cardinality of relationships, formulas for calculations of
derived attributes, and others, are supported in the database with the help of other features of the DBMS, e.g.
triggers.

Beyond the Data Model
Support of business rules involving security, performance, reliability, and concurrent access to data goes beyond the
physical data model and is implemented in the database with the help of tools of the DBMS. These requirements
are related not only to data and the database, but also to database applications. Requests to the database
originate in an application, and the way these requests are organized defines how well user requirements will be
supported. It is important that application designers and programmers understand how the database is designed
and implemented, and what features of the DBMS are used for support of various user requirements. Designers
and programmers must then use this understanding to build the database applications. Separately, neither a
well-designed database nor an effective application guarantees the success of a database project. Success follows
from: appropriate data design, implementation of a database that will allow an application to use data efficiently,
and database applications that utilize the design of data, the database, and the tools of the DBMS appropriately.
This symbiotic relationship between the database, DBMS, and application is shown in Figure 5.

Application
Database requests

Database
DBMS

Figure 5. Dependency between the database, application and DBMS.

This book concentrates on the physical data design and the implementation of the database with respect to
needs of database applications.

Structure of the Book
Chapter 2 describes the physical data design: the goals of this step and the features of the relational DBMSs used
to achieve these goals.
Chapter 3 discusses a very special physical design solution – the distributed database. This chapter shows various
approaches to distributed design; problems of data distribution and their resolution.

Chapter 4 explains how to use the DBMS tools for implementing database security measures.
Chapter 5 describes database query processing, DBMS tools for improving database performance, and how to
combine data design with implementation of the database to achieve required database performance.
Chapter 6 demonstrates that concurrent access to data and system failures may cause database inconsistency.
The concept of a transaction and how the DBMS performs transaction management to preserve data
consistency under the conditions of concurrent access to data are explained.
Chapter 7 continues the discussion of the role of transactions in support of data consistency and in recovery of
the database after failures.
Each chapter contains an example of implementation of a particular group of requirements that summarizes
the discussion and can serve as a practical guide.
Appendix 1 provides five Case Studies that can be used to illustrate many of the features covered throughout
the book including the physical design, use of a distributed database, and security requirements.
Appendix 2 covers selected operations of Relational Algebra that are used in the discussions in various chapters.
Appendix 3 covers the basics of Oracle Database Architecture.
Appendix 4 explains the newest addition to the Oracle security support – Oracle Database Vault.
Appendix 5 shows a fragment of an Oracle session and demonstrates the work of the optimizer.
Appendix 6 shows an example of Concurrent Transactions, with the scripts for the transactions, and the actual
results of the Execution under Oracle.
Demonstrations of the concepts of the physical data design and implementation of a database are provided in
the Oracle 12g DBMS.

